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Abstract—For humanoid robots, the skill of gaze following
is a foundational component in social interaction and imitation
learning. We present a robotic system capable of learning the gaze
following behavior in a real-world environment. First, the system
learns to detect salient objects and to distinguish a caregiver's
head poses in a semi-autonomous mannner. Then we present
multiple scenes containing different combinations of objects and
head poses to the robot head. The system learns to associate
the detected head pose with correct spatial location of where
potentially "rewarding” objects would be using a biologically
plausible reinforcement learning mechanism.

Index Terms—gaze following, joint attention, actor-critic rein-
forcement learning, habituation, human-robot interaction @

cation where another agent is looking. Developmental sgtidi
show that infants are not born with it but the skill emerges @
during the rst two years of life [1], [2]. Researchers in @
cognitive science and developmental psychology consiazs g
following to be one of the foundational components of social
interaction and learning in humans. An experimental stusly a
showed strong positive correlation between gaze follovahg Fig. 1. A typical experiment scene setup. The caregiver idihglan object
eatly age with the subsequent language scores at lateraigesT™, 2127 lo L, Tne rebt = ocino ot D careere Sl e

The skill is also crucial for humanoid robots to learn andotted lines of the robot head. Our robot head has much nar@¥ ( 30)
obtain skills through the social interaction with a caregias compared to that of the infant 0).
opposed to the laborious programming of individual behavio
This paper is our continued effort to build an intelligent
robotic system capable of learning by interacting with a ham Scenes containing different combinations of objects aratihe
Caregiver [4] In our previous Work’ we proposed a Complp_oses. The robot learns to associate the detected head pose
tational model of how infants may acquire gaze fonowmgvith the necessary motor actions to look at salient objedt an
skills through a biologically plausible reinforcementieimg thereby maximize its reward. After the training, we test the
scheme [5], [6], [7]. According to the model, the infant lesir performance of the system following the measures used in
to locate salient, i.e. rewarding, targets by utilizing thead ©OUr previous work [5]. An overview of the complete system
pose and gaze direction of the caregiver via an actor-criife shown in Fig. 3.
reinforcement learning scheme. The model replicated waell t Several other groups have also proposed models of the
development of gaze following in human infants observed K{evelopment of gaze following behavior. We will brie y
Butterworth and colleagues [1], [2]. review some of their work.

In this paper we present an implementation of our model _ )
on a robot head. The robot learns gaze following through the REVIEW on previous work
interaction with a caregiver in a real-world environment as Matsuda and Omori [8] used a temporal-difference (TD) re-
shown in Fig. 1. Learning is divided into two stages. Firg thinforcement learning scheme for learning joint visual ratiiten.
robot learns to detect certain objects and distinguistedsfit In their simulation, the caregiver rst attends to the infan
head poses. Second, we expose the robot head to variface. When the infant makes eye contact with the caregiver,

. INTRODUCTION @
Gaze following is the ability to shift one's gaze to the lo- CE / @




Fig. 2. lllustration of two ambiguous situations. Distractiject (red box)
appears either behind (left) or in front of (right) the cavegs gaze direction.
Blue cone is the target object that the caregiver is looking a

Fig. 3. An overview of the complete system.

the caregiver shifts its gaze toward some toy. If the infant

follows the caregiver's gaze correctly, the observer of@a . o .
the attended toy to make a movement which serves as rewg‘e‘duseful when the infant wants to transfer his intentiorhto t

for the infant. Their model is limited in the sense that thE&régiver. However their model does not address the issues
infant only gets reward from the moving object operated b§pch as following the caregiver's gaze to an object outdige t

the observer. Also the caregiver's face is treated sepgratfifants FOV or caregiver not following the infant's geses.
from the objects and does not lead to any reward. The issues mentioned above are handled by our model.

Nagai et al. [9], [10] used face edge features and moti(;rnhe rest of the paper is organized as follows. Section Il rst

information (optical ow) to estimate the sensorimotor coo explains the visual processing, and then the reinforcement

dination between these two inputs and the motor output usil{gzgarnmg mec_hanlsm, and Ia_stly how they are integrated- Sec
. ion 11l describes the experiment setup and the results. The
two separate neural networks. A coordinator module com:putle

the average motor output from the outputs of the two neuraISt section discusses the results and some possibleidirect

networks. In other words, the system associates the pan acr)lrdfuture work.

tilt angles of a caregiver to the target object within theatsh II. SYSTEM DESCRIPTION
FOV. Their model does not utilize the depth information and |, previous work [5] we proposed a computational

thus can not h‘andle amb|ggous situations where an Opjﬁ%del of the development of the gaze following behavior and
appears in robot's gaze direction that may not be locatelimit demonstrated simulation results that validated the phdlitgi

the caregiver's gaze direction as shown in Fig. 2 whereas o our model. Here we have implemented our model on our

system does use the depth information and can handle 6's robot head platform and we show the feasibility of our
situations mentioned above correctly. model in a real-world environment.

Shon et al. [11], [12] presented a probabilistic model of Fqr 4 ropotic implementation one also needs to handle the
gaze imitation where estimated gaze vectors are used\j8ual processing of the salient objects and head poses. The
conjunction with the saliency maps of the visual scenes fpject processing module detects and estimates the depth or
produce maximum a posteriori (MAP) estimates of objecigistance of the detected object. The face processing module
looked at by the caregiver. The fused saliency map is basgtects faces, distinguishes different head poses andatst
on the bottom-up saliency model proposed by ltti et al. [13he gepth of the caregiver's face. Outputs from the two Visua
combined with the top-down saliency map representing thg,cessing modules along with the information obtainedhfro
preferences for objects learned from repeated experimetiis ne motor control module are used to compute a state vector
a speci ¢ caregiver. To our knowledge, their work is the rst, \wnich comprises a body-centered saliency nsaand the
to integrate the saliency learning mechanism into the 92Z8regiver's head posh, shown in Fig. 4. This state vector
following framework. Still, a biologically plausible acoot g feq to the reinforcement learning module and the module
of the development of gaze estimation skill is missing frorgomputes which actioa to take to maximize its reward, which
their work. is just the saliency of the object itself. Once an action is

Doniec et al. [14] used reaching and pointing gestures g@mplete, the rewardis computed and the internal parameters
change the problem of development of gaze following behavigre updated accordingly.
into a supervised learning problem. Their proposed modal is ) _
two-stage learning process. First the robot learns to reach A Object processing module
point to some target. Then the robot uses its pointing stdlls The goal of the object processing module is to detect salient
guide the caregiver's attention to a speci c object in therse  objects in the scene and estimate objects' depth. We picked a
This idea of infant guiding the attention of the caregiverid couple of household objects and trained the module to detect
work well in the cases when the object is close to the infant oem as salient versus any other objects that may also be
that the pointing does not become ambiguous. Also it woufitesent in the scene. Objects are learned in a semi-autaromo



fashion as in [4] where we simply show the objects one at a
time to the robot head. The robot head detects the presence
of the object in its visual eld and starts to actively track
the object while the caregiver shows the object in varying
poses and scales. Vergence control movements put the abject
approximately the same location in both left and right insge
and stereo information is used to segment the object from the
background. A collection of these segmented images is used
for learning the object representations which is a coltectf
2-dimensional views of an object.

Harris corner detectors are used for interest point/region
detection and 40-dimensional Gabor wavelets are used ak Iddg- 4. Actor-critic reinforcement learning system. Grayamréns indicates
features or texture descriptors. We cluster the segemenfg e 126t s nable 1o sce areas beyorkto degrees, v shous
features to create a xed size dictionary using the K-meamgain gray areas irm indicate the spatial bin locations that the robot is
algorithm. The Hough transform is used for encoding thigable to reach.
feature positions in each view of the object. The approx@émat
kd-tree algorithm is used for fast nearest neighbor seafch o
features in the dictionary. Object detection is carriedwsing Module described above. We use scale-covariant Maximally-
the left image. Once an object is detected, a set of poireéable Extremal Regions (MSER) operator as the interest
belonging to the detected object in the left image is Compargoint/region detector instead of the Harris detector beeau
to all corner points found in the right image to compute thces do not contain enough corner-like points which can be
stereo disparity in image pixels. We xed the two camerailiably detected through varying poses and scales [15].
in the parallel axis position. So the depth of the object is The reason that we use our own face processing system

computed simply using the equation: instead of using an off-the-shelf head pose estimatioresyst
is rst we do not need the full gaze direction estimation syst
d= fE) B which would also make the model biologically unplausible.
Z After all, the gaze direction information is what the robot

learns by interacting with the caregiver! Second, depeandin
on the experimental parameters, it is very easy to increase o
. . ; decrease the number of head poses that the system can distin-
distance between two cameras ani$ the estimated depth of _ . . : i

guish since we are using the semi-autonomous approach [4].

thT\IO?Jefht't th dul | tes th lative locati Note that our face processing module has not been tested with
ote that the module only computes the relative loca IOr[ﬂultiple experimenters since that is not the main point o th

of the object from the center of the visual eld. Later, a aper
the integration stage, we will combine this relative looati '
information with the output from the motor system to compute . .
the body-centered spatial position of the detected object. C. Reinforcement learning module

This pre-training _Of salient objects can be omitted if we Gaze following behavior is learned using a simpli ed ver-
assume that the objects are_placed far aparF from each Oth%h of the biologically plausible actor-critic reinforoent
such that the robot can easily detect an object based on|i§ing scheme described in [16], [6]. The state vector
spatial location. However in our model, multiple object$1Ca,y, e visual system serves as an input to an actor-critic
appear in the close proximity making it almost impossiblg,inforcement learning module that controls the action as

to distinguish an object from the other just using Spati%'hown in Fig. 4. The state vector has sMe which is sum

information. of the size of the spatial bindl, plus the number of head
poses. Actiona is a gaze shift to one dil, spatial regions
represented in a body-centered coordinate systégmis the

The goal of the face processing module is to detect a fadetal number of possible actions that the system can take and
distinguish different head poses and estimate depth. Here i also identical to the number of spatial bins present. Réwa
do not need to estimate the gaze direction. We only needrtt) is obtained as the saliency of the position to which
distinguish one pose from the other. Again we use the seraitention is directed after a gaze shift has been made and the
autonomous approach [4] to train the face processing modusaliency mags has been updated.

The processing is divided into three stages, detectiorg pos The critic's role is to estimate the value of the currentestat
discrimination and depth estimation. In the rst stage, the(t) and compute the temporal difference errét) using the
module detects the presence of a face. We used the fastéimated value of the current stat@t) and the reward ,(t)
detection function provided in the OpenCYV library. Faceg®ms of taking an actiora. The actor decides which action to take
are learned in a similar manner to the object processiinga probabilistic fashion using the softmax decision rule:

whered is the horizontal pixel disparity in a single left-right
image pair,f is the focal length of the camerh,is the base

B. Face processing module



whered is a memory decay speed parameter. The sum runs
over objects j present in location i including the caregiver

o (1) is the habituated saliency of object j(t) is a foveation
factor de ned by:

fi(t)= ex( 2=2) (6)

1

where o, is the angle between the robot's line of sight and
the object j and ¢ determines the range of attenuation.

_ o _ _ _ Habituation further decreases the perceived saliencyrdiap
Fig. 5. Five different head poses and ve objects used in tEesment.

to:
d o (1) 1
= (e o —S® O
bla)= b exp( m ) 2 " :
@=F MLy exp( m qo) @ where o, is the unhabituated original saliency of object j and

_ _ _n is atime constant for specifying the rate of habituatiore Th
Each actiona, a = 1;::;;N, gets assigned a probabilitysaliencies of the objects,, are drawn from an exponential
value computed by the equation above whekgis the action probability distribution with mean equal to 1 as in [S,, (t)

value corresponding to actioa computed usingn = Mu s equal to o, if the robot is looking at object j at time t and
and is the inverse temperature parameter that controls thegtherwise.

amount of exploration vs. exploitation. The saliencies of the caregiver and infant are set to 2 which
Weight vectorw is used by the critic to estimate the valugneans most of the objects will have saliencies lower than
of the current state(t). It is updated according to: that of the infant or the caregiver. A real infant probably
_ uses more sophisticated saliency computation such asnassig
wt+1)= w(m+  (Qu) (3) ing higher/lower values for food/non-food, mother/strang
where is the learning rate. etc, that may also depend on the internal state (e.g. hun-
The weight matrixM used by the actor to compute actiordry/bored/sleepy) of the infant. Higher saliency values! wi
valuesm is updated according to: make it more likely to attend to the object for longer duratio

0 of time whereas the robot will quickly loose interest in an
Mao(t +1) = Maop(t) + (aae  P[aiu(t)]) (Hus(t) (4) object with low saliency value.

whereP[a% u(t)] is the probability of taking actioa® in state lIl. EXPERIMENTS

u(i) %nd a0 1S the Kronecker delta function de ned as 1 if Our model was tested on the 9 degrees of freedom (DOF)
a= a” and 0 otherwise. i ’
robot head developed for studying development and learning

Note that increasing the number of states in reinforcement

: L . 1n the social context [17]. The robot has 2 CCD cameras
learning may cause an explosion in the total number of itera-

tions it takes to succesfully complete the training. Actastiag capable of capturing 640480 resolution color images up to 30

the reinforcement learning is an interesting researclctiopits frames per second. Each camera has approximately 60 degrees
9 9 o .rré%rizontal and 40 degrees vertical FOV. The robot's neck is

own .rlght but was not addressed here since it was not requi capable of making 90 degrees horizontal movement. For this

at this stage. . : )
experiment, we xed the two cameras with parallel axes in

D. Integration order to make depth computation easier. Since our robot head

has limited visual and motor capabilities compared to tHat o

'I_'he |_ntegrat_ed system consists of the three modules qﬁé model infant in [5], we adjusted some of the experimental
scribed in previous subsections plus the motor control s Harameters
y

tem as shown in Fig. 3. The integrated system also interna
keeps a memory of object labels, locations and their saésncA. Learning about objects and head poses
that it has seen. Memory decay and habituation play aNrpe experiment was carried out in two stages. First we

Important _role in the I_earnlng of gaze fol_lowmg. Omp_u_t%rained the two visual processing modules to detect "stlien
from two visual processing modules along with motor pos"t'oobjects and distinguish different head poses in a semi-

are used to compute sallenf:y map:_( 5L sn,)" which autonomous manner as described in [4]. Our semi-autonomous
|nd|ca_tes the presence of visual saliency in a bOdy'?ed'terI%arning scheme makes it very simple to train the system.
coo_rdmate system .arog_nd the robot head. The saliency Ofor objects, the experimenter simply held the object intfron
activations; at location i is computed as: of the robot head and rotated it arbitrarily while the robot
detected, tracked, segmented and learned about the object.
500 left-right image pairs are captured for training of each
object. The system runs at roughly 10 frames per second so

P
i fi(t) o (t) : location i visible

si(t) = dsi(t 1) : location i not visible

®)



0.7 : : : : : appeared too small in the captured images and therefore were

not detected reliably. We captured multiple images of thmesa
0.6l ] spatial bin changing the object and head pose combinations.
o {/}\{ While capturing and testing the detection using two visual
S osl processing modules, we found out that the closer objechofte
g blocks the view of the object behind it making detection and
S depth estimation of the object behind very dif cult. To keep
£ 0.4} . .
g things simple, we assumed that the robot can only see the
front-most object when there were multiple objects in thesa
03y viewing direction. Also our captured scenes contained agtmo
one object per spatial bin. The two restrictions mentioned
0.2, 1 P 3 2 5 6 above are not necessary for the online training. But for the

training steps x 10° of ine training, it is dif cult to store all different combnations
of object placements and thus requires such restrictions.
If not mentioned speci cally, the experimental setup and pa
rameters are identical to that of [5]. The objects are disted
in a uniform distribution and not Gaussian. That is, it is&tu

capturing 500 image pairs takes about one minute. We chdigly that an object appears in any of the spatial bins. The
5 different household objects to be used as salient objectst@tal number of objects present in each scene is obtained fro
shown in Fig. 5. An identical object can appear multiple me2 geometric probability distribution with average set tdle
in our gaze following experiment setup as long as it appeégthe two restrictions mentioned above, the maximum number
in different spatial locations. of objects that the robot can perceive in one scene is 5 which
Similarly the experimenter presented his face to the robBt€ans objects are present in every viewing direction. Thus
head at angles 90, 45, and 0. Starting from the anglesf the average number of objects paramehes is set to 4
mentioned above, the experimenter rotated his head aibjitralike in [5], the system failed to learn the correct behavior
but with care so the head poses do not cross the bound&¥yassociations between the head pose and the corresponding
Again 500 left-right image pairs are captured for trainigch motor actions.
group of images are given labels such as 'Pose0', 'Posel’ andNote that the robot only has 60 degrees horizontal FOV
so on without any explicit head direction information. compared to 180 degrees for the model infant in [5]. This
After training the two visual processing modules with th&eans that our robotic experiment is in some sense tougher
captured 500 left-right image pairs per object or per pose, than [5] since our robot does not get the chance to learn the
tested the recognition performance on the 100 left-righetgen easier associations between caregiver's head pose anctobje
pairs Captured Separate|y for testing_ For the face prmssinSide the FOV. It must learn to associate to the ObjeCtS-detS
module, a 4K feature dictionary was built using K-meaniés FOV from the start.
clustering. Recognition performance was 96.4%. For theatbj We ran the simulation for 50,000 iterations or approxi-
processing module, the pose-invariant recognition perésice  Mately 70 hours of computation time. Internal parameters fo

Fig. 6. Gaze following performance over training time. Errardindicate
the standard error of the mean (10 simulations).

was 75.1% with a 64K feature dictionary. the reinforcement learning are stored every 5000 iteration
) _ ) After the training we used these stored values to test the
B. Learning the gaze following behavior performance of the system. We stopped the adaptation of the

The second stage of the experiment the system learns faeameters during the testing. Fig. 6 shows the gaze fatigwi
gaze following behavior. One problem is that reinforcememerformance over the training time. Each trial started wfith
learning usually takes a large number of iterations to cetepl caregiver and the robot looking at each other with no objects
In our simulations in [5], it took 900K iterations or 125present in the scene. Then the caregiver turned his head to
hours of non-stop interaction if one would assume that oh@ok at one randomly chosen bin location. If the robot's rst
iteration (gaze shift) takes half a second. head turn was consistent with the caregiver's gaze dimectto

With the two visual processing modules combined, eaetas counted as a correct movement. Performance is measured
iteration took about 5 seconds. So even if the simulatiors ruas the proportion of correct movements in 100 trials. Nog th
for 100K iterations, it would mean 139 hours of non-stothe robot's movement or action is selected based on the soft-
interaction excluding the time it takes to reorganize thigcls max decision rule. The robot does not always select the best
around the room. Thus we found doing the experiment onlinaction that produces the maximum expected reward, but often
although possible, to be cumbersome and dif cult. So imstezhooses other actions to continue exploring the envirotmen
we captured the scenes the robot sees when it is attending e test was repeated 10 times and the error bars indicate the
one of theN, spatial bins. standard error of the mean.

We divided 120 degree horizontal range into 5 directions. Fig. 7 shows the connection weights from a specic head
Depth ranges are divided into 3 regions at approximatel$,0.200se to corresponding action values at iteration 50K.

0.5 and 0.75 meters. Objects placed further than 0.75 metévgh each head pose, several spatial bins get activatedhwhic



Our gaze following mechanism can also be used as a front-
end for our semi-autonomous learning framework [4]. Indtea
of detecting the presence of an object based solely on ithdep
as in [4], the robot can attend to and learn about the object
that the caregiver is looking at.

An interesting open question is whether the ability to
distinguish different head poses is a prerequisite for the
development of gaze following behavior or whether the two
skills develop jointly and simultaneously. Ultimatelystead

Fig. 7. lllustration of connection weights from the head gas the action of carrying out the experiment in multiple stages, we want

valuesm . Caregiver is looking at 90(left) and at 45 (right). to build a system where skills for distinguishing different
head poses, learning about salient objects, and gaze fojow
are developing concurrently and where the progression of an

roughly correspond to the line of sight of the caregiver. individual skill in uences the learning of the others.
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